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Abstract— Phishing, elicitation, and impersonation techniques 

are performed using multiple forms, targeting content specific 

to the delivery modality, such as email, social media, and 

general browser communications. Education to increase 

awareness is one mechanism to combat phishing. Average 

email and internet users are less attentive to media warnings 

and training materials provided by employers than they are in 

interactive environments. In this paper, we overview a game 

concept that immerses users in a role play challenge where 

they must send email, use social media, and browse the web 

and determine whether content received within these 

modalities is trustworthy or not. The game, built as a 

Javascript framework, simulates phishing scams, measures 

trust and suspicion levels, and individualizes training for users. 

The game architecture employs components that facilitate 

dynamic content generation in each of the modalities, 

customize experiment design for specific assessment and 

training, and perform sophisticated tracking for automated 

analysis of user trust content assessments. We discuss the game 

content, the specific requirements the game must comply with, 

and the experiments to be conducted using the game. 
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I.  INTRODUCTION  

“Your account has been hacked and we need you to reply 
with your username, password, and phone number for 
verification purposes, failure to do so will result in account 
termination.” This is one of many phishing scenarios that 
elicit private user information for malicious purposes. In fact, 
about 156 million phishing emails are sent out world-wide 
every day [1]. Of those, about 16 million make it through 
email provider filters. Amazingly of the 16 million that make 
it through about half, i.e. 8 million are opened. About 10 
percent, or 800,000, are able to lure potential victims to 
clicking a link and, finally, about 10 percent of those that 
click a malicious link, i.e. 80,000 people, are baited into 
giving away their personal information [2]. These trends are 
also mirrored on popular social networking sites such as 
Facebook, twitter, and renren (in China), where malicious 
content is often more trusted since it may be coming from a 
“friend”. In 2012, the total annual cost of phishing attacks 
was estimated to be around 1.5 billion dollars [3]. 

So what exactly is convincing 80,000+ people per day to 
give away personal and/or corporate information? This is a 
question that businesses, financial institutions, universities, 
and government agencies want to understand. Given the high 
cost to world economies, there are multiple research 
initiatives that have examined the phishing epidemic. Some 

of these initiatives have focused on the actual structure of the 
content to identify lures and cues that factor into whether or 
not phishing works [4-6]. For instance, simulating the user 
interface of a legitimate site has been shown to be one of the 
most effective ways to fool the denizens of the internet while 
other factors such as poor grammar, malicious looking links, 
and indications of pyramid schemes typically cause more red 
flags [7]. Many studies construct classification schemes for 
email and websites to improve detection algorithms [6], [8], 
[9]. Other research uses surveys with embedded training [10, 
11], and games [12], [13] to understand why people fall for 
phishing attacks and to educate and make the user population 
more aware to reduce exposure.  

An approach that is missing is one that provides a sense 
of immersion while simulating the type of real-world 
environment in which phishing can occur and a diversity of 
modality (e.g., email, social media, web browsing, and 
mobile devices) to train users to detect phishing attempts. In 
this paper, we address the challenge of developing an 
assessment and training platform to detect how suspicious 
individuals are, what makes them more or less capable of 
detecting phishing attacks, and then provide individualized 
training to users to increase their suspicion levels through 
awareness. Our platform provides immersive, simulated real 
world user interfaces and content that interleaves email, 
social media, and web browsing activities. The platform 
design allows content and training to be customized to 
individual competencies. The overall goal is to understand 
what trust cues go undetected in different populations so that 
we can better encourage suspicion and raise awareness 
through individualized training. 

The rest of the paper is organized as follows. Section II 
examines other studies on phishing. Section III overviews 
the game architecture, discussing the need for dynamic 
content generation, experiment customization, and the ability 
of the platform to adapt and provide feedback based on user 
trust decisions. Section IV concludes the paper. 

II. BACKGROUND 

Hong [7] provides an excellent overview of the state of 
phishing attacks. He stresses that phishing can be more than 
personal information loss, but can include corporate 
information loss and even national security secrets. Phishing 
attacks have become more invasive and sophisticated, 
including spear phishing to include more personal and 
contextual information. Potential countermeasures to 
phishing include (1) making things invisible, e.g., filtering, 
black listing sites, and taking down sites, (2) making 



phishing more obvious within user interfaces, e.g, better and 
more appropriate warnings, and (3) training users to be more 
proactive in recognizing and avoiding attacks since attacks 
still make it to users even with preventative measures. 

Studies and classifier algorithm development for 
improved detection generally focus on either email or 
websites. Dhamija, et al., [5] provided an early study of what 
people are aware of on websites. They found that attackers 
use various forms of visual deception, while at the same time 
banking on a lack of user knowledge of security indicators. 
They presented 22 participants with 20 legitimate and 
fraudulent websites and found that often people miss the 
trust cues, such as padlocks, and suspicious cues, such as an 
incorrect address in the address bar. Blythe, et al., [4] 
findings suggest that these cues may be missed because of 
other features of the site that elicit trust, such as brand logos 
and common notification by a recognized bank with a 
moderate chance that the user has an account.   

A game, called Anti-Phishing Phil [12], has been used to 
train people to identify phishing URLs and use search 
engines to verify website legitimacy. Such training helps 
users to make correct decisions when faced with content that 
may escape detection tools. Anti-Phishing Phil was 
developed after findings that static employee training 
materials were not actually read, and thus ineffective. This 
evidence is supported in other studies that show that 
organizational training is not very effective because 
information recall is limited and the training does not occur 
often enough [10]. As a result, Caputo, et al. [10] focused on 
embedded training to study employee responses to email-
based spear phishing, followed by training activities. They 
used a role-play game that tasked users with examining 3 
emails, one in each of the months of February, May, and 
September, and indicating a trust decision. An organizational 
relationship to the email sender yielded the most URL clicks 
regardless of the lures and cues present in the content.  

A study by Downs, et al., [11] included computer usage 
surveys and a small role-play activity of examining 
someone’s email inbox, in which each of 5 emails had an 
embedded link, with a hovered mouse showing the actual 
URL. The results similarly found that users missed trust cues 
and fell for suspicious URLs More knowledge and 
experience predicted better behaviors to indicate that 
awareness and training are important to thwarting attacks.  

Warnings are also part of phishing attack research. 
Another browser study by Egelman, et al., [14] simulated 
spear phishing attacks that led to active browser warnings. 
They determined these warnings were more effective in 
stopping the user from inputting personal information than 
traditional passive cues. However, they also found that many 
people who went to a fraudulent website, received a warning, 
and then left the site, still believed that what was said in the 
phishing email would be true when they left the website, e.g., 
that their account would be closed. 

III. GAME DESIGN METHDOLOGY 

We propose a multi-part experimental methodology to 
distill out the various trust cues that are relevant and most 
pervasively ignored by various demographic groups across 

different content modalities. Our experiment will 1) develop 
specific trust cues that are relevant and contextualized to 
each content modality 2) provide a range of degradations 
across trust cues to determine at what level users are able to 
detect the phish 3) deploy the developed trust cues and 
degradations to a range of demographic groups and capture 
all of their responses using a multi-factor approach that 
includes a) a trust/don’t trust evaluation and b) a 
trustworthiness level. The captured information can be used 
to refine trust cues and provide better delineations of 
degradations across each type. 

To facilitate the experiment, we discuss a platform and 
game design to immerse the user in a role-play environment 
where each of the three content modalities are interleaved as 
part of the story. This section develops an overall game 
architecture, an immersive role play concept, a dynamic 
content generation tool, content degradations concepts, and 
an experiment design module. The general concept behind 
the game is that a user takes on the role of a corporate 
executive amid a sea of turmoil and controversy for the 
company. We describe the need for two forms of game play: 
a) assessment where content trust decisions do not affect 
company outcomes but act as a baseline for the level of user 
suspicion, and b) customized training where content trust 
decisions to have an effect on the company.  

A. Game Architecture 

Figure 1 shows a high level architecture that 
conceptualizes the game as a simulated web environment. On 
the bottom appear a number of simulation modules that are 
included in the game to simulate real life situations that a 
business person might encounter. The orange modules 
simulate real world mediums for delivering potentially 
suspicious content to the user. The simulation platform 
provides the capability to simulate emails, twitter-esqe social 
media posts, and generic web sites within a simulated web 
browser. The middle modules (in green) log various 
interactions within the game made by the user as part of the 
role play, such as approved market transactions or Web 
interactions conducted with simulated entities. 

Additional modules (shown in blue), including Market 
Share, In the News, Stock Ticker, and Performance Feedback 
facilitate meta-level user immersion by providing the user 
with various types of meta-story content. Specifically, the 
Market Share module provides users with some notion of 
how their company is performing in its overall market sector, 
the In the News module simulates news stories that relate to 
the company and the user’s actions, the Stock Ticker denotes 
a numerical stock price of the company and its competitors, 
and Performance Feedback acts as a user recommendation 
engine to train users to better recognize suspicious content 
when they make poor decisions. For suspicion level 
assessment, only actions affect the blue modules. For 
training, after the suspicion level baseline if determined, the 
Adaptive UI Component (blue rectangle) will draw upon 
information from the blue modules so that trust decisions 
made in the game affect the meta-story. 

The components on the top of Figure 1 show how the 
game is organized. The User Interface provides the modules 



for interaction. The Adaptive UI Component is used to 
change the modules relative to whether the game is being 
used to baseline the user’s suspicion levels or to provide 
training based on the performance feedback module and the 
company’s success given the user’s decisions. The Economy 
Engine captures the user interaction in the form of 
temporally associated events. These events include what 
decision was made, what other module information was 
observed prior to making a decision, and how the decision 
affects the overall meta-story, i.e. the company’s 
performance. The Data provides usage information, such as 
how long a decision takes, and will incorporate data 
collected from an event tracker during game play. 
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Figure 1. General Game Architecture 

The Behavior Analysis component will determine a 
user’s suspicion levels by providing automated event and 
data analysis throughout the game play and at the end of the 
game. This analysis includes 

 Sensitivity to certain lures and cues, 

 Depth of research and discovery prior to decision 
making, 

 Differences in suspicion levels among the three 
communication mediums, and 

 Comparisons across users, including demographics. 

Sensitivity to lures and cues is determined by how the 
content is classified within the game, which is discussed in 
terms of pristineness in the next section. All events that 
result in a state change to the system are captured. Thus, the 
depth of research and discovery prior to decision making will 
be understood given the number and type of events 
preceding a trust or don’t trust decision on content, along 
with the amount of time the user takes to make the decision. 
Users may trust or distrust one form of content over another. 

Such suspicion may stem from earlier training, such as an 
email phishing course. To determine if a user is more 
susceptible to attacks in a particular medium, the content 
classifications will be normalized across the three 
communication modalities. Thus, the number of content 
items in email that are classified at one degradation level will 
be equal to the number of content items presented to the user 
in the social network and in the browser, even if their 
degradations are different. As users complete the game, the 
system can compare their performance to other users. 

B. The Story 

Phishing tactics rely on social engineering and often 
attempt to convey urgency (e.g., download updates), appeal 
to a person’s sense of greed (e.g., survey coupons), and 
appeal to a person’s sense of compassion (e.g., relief agency 
requests). The unique story provides the setting for these 
tactics to be a realistic part of the game, called 
“Cyberphishing.” The user takes on the role of interim 
president of a company called TimberTrust, a construction 
and remodeling company. The story provides a backdrop and 
basis for phishing tactics making them a realistic part of the 
game. The current president, Gregor Only, is being 
investigated for fraud but is unable to be questioned, because 
his boat was captured by pirates while sailing near Cape 
Horn. 

This part of the scenario allows the introduction of many 
characters to the game, such as those who have spotted 
Gregor Only, want ransom, know something about the fraud 
investigation, or are hiding information from investigators. 
Another major plot point is that a massive tornado has hit 
nearby and TimberTrust is called into action to help out. 
Additional characters include those who need help, are part 
of the insurance industry, want to work with TimberTrust’s 
restoration effort, and want to compete with TimberTrust. 
The user is involved in daily tasks over a two week period to 
set the company back on the right track. Performance is 
measured by stock price increases, building up a legitimate 
network of partners, media praise, and bonuses. Figure 2 
shows some sample tasks the user encounters on Day 1. Each 
task requires a user to examine a content item and make a 
decision to trust it or not. 

C. Dynamic Content Generator and Game Platform 

One critical feature needed for any simulation platform 
that proposes to increase user awareness and train them to 
detect suspicious content, such as phishing attempts, is the 
ability to generate and adjust the simulated content.  It is 
necessary to reduce the manual process. In addition, the 
content must be specifically tailored to meet experimentation 
requirements. Thus, content generation processes should 
follow several guidelines. 
1. Limit the technical knowledge needed to create content. 

A content creator should need minimal HTML or 
javascript to create simulated web pages, social media 
posts, or email content. 

2. Allow content to be copied and instanced for each user, 
indicating the need for content templates that allow user 
attributes (such name and email) to be plugged in. 



 
Figure 2. Sample Tasks during Day 1 

 
3. Provide a preview of the content as it is being generated. 
4. Have limited. Web loading times should not be a factor 

in content generation modules. Specifically, page load 
time should not hamper or impede the design process. 

5. Be immediately classifiable when added to the system 
so that the experiments can be tailored to cover varying 
levels of suspiciousness. 

The simulation and training platform that houses the 
game recognizes the critical importance of these factors in 
content generation. Our platform provides a quick, visual, 
and dynamic content generator where a content designer fills 
template fields and dynamically previews the results in real 
time (as shown in Figure 3). The three content generation 
modules, one for each modality, allow specific content 
details along with a pristineness or suspiciousness level. The 
content is instantiated for a user and inserted into visual 
elements that appear in the simulation user interface, without 
requiring the designer to interact directly with any code. The 
highest level of technical know-how required to create 
content is use of the <br> html tag, to create page breaks, 
and <a> for identifying links. All other code is obfuscated 
from the designer and filled in automatically by the platform. 

One unique feature of the game platform is that it is 
entirely built as a client-side web application. This means 
that page interaction is instantaneous and data CRUD 
(create-read-update-delete) actions do not impede page load 
times. In other words, a content designer can create phishing 
content as fast as his or her workflow allows, satisfying 
principle 4 above. Figure 3 shows a piece of content linked 
with Day 1 of an experiment that develops a scenario around 
a potential weather disaster. The template fields at the top of 

Figure 3 allow content designers to plug information in and 
see a dynamically rendered preview of the resulting content 
item (bottom), as a user would see it.  

 
Figure 3. Content being generated (top), Actual content displayed (bottom) 



Content is designed for a template user and instantiated 
for specific users, when a designer selects them to be part of 
an experiment. While Figure 3 shows the fields that directly 
apply to email content items, the platform also provides an 
additional set of general content parameters that affect all 
types of content. These parameters include valuations for 
pristineness (discussed below) and other fields that facilitate 
and track user trust decisions and experiment parameters. 
The general content parameters that apply to the email being 
dynamically rendered in Figure 3 are shown in Figure 4. 

Pristineness is a value assigned to the content that 
classifies it according to the number and type of lures and 
cues. We have surveyed a wide range of literature to 
determine the most prevalent and divisive schemes used in 
phishing attacks and categorized them in association with 
created content for a role-play game. These are based on 
known degradations associated given the content interaction 
types and include: 

 Suspicious URL identifying content sender 

 Suspicious links and Pop-ups within content 

 Multiple instances of poor and/or grammar 

 Use of certain greetings and catchy phrases 

 Unnecessary warnings 

 People posing as friends 

 The use of a full name of receiver rather than a nickname  

 References to products not commonly available 

 Item prices too good to be true 

 Missing security designators, e.g. https and the padlock 

 Direct request to input personal data 

 Picture-in-picture 

 Survey requests with links 

 Appeals to an emotion, e.g., urgency and greed 

If we let N be the number of identifiable lures and cues 
used within the game (a number that may increase as 
phishing content becomes more sophisticated), then the 
highest pristineness classification is N. Given the list above, 
in which N = 14, the example content in Figure 3 has 
pristineness = 10, as shown in Figure 4, because it has poor 
grammar, a suspicious link within the content, an emotional 
appeal, and a direct request to input personal data. Similarly, 
the social media post in Figure 5 has a pristineness of 9 
because of poor grammar, the presence of a suspicious link 
within the content, use of a catchy phrase to get you to click 
the link, the author is not followed, and because the author is 
posing as a friend. 

Figure 4. Content setting for the Email shown in Figure 3 

Figure 6 shows an article that the user to supposed to 
read as part of Day 1 in the game. Notice that a simulated 
generic browser is used so that there is no inherent trust bias 
that might be associated with Internet Explorer, Chrome, 
Firefox, etc. The content in Figure 6 has pristineness = 1 
because there are a number of scam advertisements, a 
browser error popup and a phishynews.co.ru web address 
(instead of a website that matches the content, such as 
metronews.com. This type of content might be seen in 
situations where a malicious website steals content from a 
legitimate article or reputable news source (here the fictitious 
legitimate “metro news”) and uses it to scam users, collect 
private information, or disseminate worms or other viruses. 
There is also a known spam message with a suspicious link 
regarding a fake rollercoaster accident. Content showing 
such characteristics as in Figure 6 are automatically 
downgraded to the lowest level, where pristineness = 1. 

D. Outcome of Trust Decisions 

To perform baseline assessments that gauge a user’s 
suspicion level given multiple realistic content formats, role 
play must continue within the game toward a challenging 
and fun conclusion, but must actually be independent on the 
user’s decision to trust or not trust the provided content. To 
perform training, the game play results can be impacted 
because of poor trust decisions. Thus, our game must allow 
for both options with consistency across the information 
presentation format, role play activities, and storyline. 

 

 
Figure 5. Untrusted content from social media 



 

 
Figure 6. Untrusted Web Browser Content 

 

1) Baseline Assessment 
There are two types of actions that occur in the game. 

The first type of actions, simply called game play, relate to 
how well the user manages the company in the midst of the 
scandal and the tornado. The user will have to make role-
play decisions related to marketing and sales, hiring and 
firing, approving activities within the company, approving 
activities with other companies, press relations, community 
involvement, and product improvement. The second type of 
actions, called content evaluation, relate to determining if 
email, social network, and browser information can be 
trusted and to what level. For the baseline assessment, 
content evaluation cannot affect game play because there 
would be a lack of control over the experiment if 
dependencies exist between content evaluation decisions and 
game play. Likewise, the learning curve to complete the 
game to a satisfactory level should not impact the trust 
decisions. Thus, the user can play the game successfully or 
unsuccessfully without being impacted by poor trust 
decisions. The baseline assessment should answer the 
following research questions. 

 RQ1:  Are certain lures and cues more difficult to identify 
as suspicious? 

 RQ2:  Is the user more susceptible to one content form 
over another? 

 RQ3:  What characterizes users that have problems 
identifying suspicious content? 

 RQ4:  Can the Cyberphishing platform increase 
awareness by targeting specific user types with 
designated training examples and exercises? 
RQ1 will be evaluated using decisions based on 

pristineness levels, and how those translate into what 
degrades the content across modalities. RQ2 will be 
evaluated by examining decisions of one modality against 
another. RQ3 will look for correlations with demographic 
information, and RQ4 will focus on training outcomes. 

2) Training Activities 
Once a baseline assessment is established the game can 

be tailored toward training the user. This training may take 
various forms depending on the baseline assessment. The 
main consideration is the content development. In addition to 
the content used for the baseline assessment, developed 
content must addresses the training directives above but also 
link to aspects of game play results as a form of 
reinforcement learning. Thus for training, a good or poor 
trust decision should impact future activities presented to the 
user as part of game play. The goal is to easily allow 
experiment customization so that training is adaptive to a 
user’s baseline assessment. To this end, the simulation 
platform includes an Experiment Design Module. While this 
component will be used to construct the baseline assessment 
experiments, its primary use is to customize the content for a 
particular user or group of users for training. The Experiment 
Design Module works with the Adaptive UI Component in 



the architecture, from Figure 1, to drive the game forward 
using developed training content. 

 
Figure 7.  Baseline Experiment Example in the Experiment Design Module 

Instantiated for User Lee 

If Lee’s baseline assessment indicates that more accurate 
trust decisions were rendered for email but many mistakes 
were made on social media then Lee may have more 
experience with email phishing than with social media 
phishing. If web content suspiciousness is elevated for Lee as 
well then training might focus on social media. The process 
to configure a training game in the simulation platform starts 
with using content that may have similar characteristics to 
prior content but may be more or less degraded. For 
example, putting more sophisticated lures or cues in email 
will provide an additional challenge for Lee. Putting more 
variety of lures and cues in social media content, as well as 
generating more of them throughout the game can provide 
additional examples for making trust decisions. Since this 
content will cause a game status change based on the trust 
decision, the user knows the immediate effects and the bad 
or good decision is reinforced. 

Figure 7 shows the Experiment Design Module for a 
baseline assessment using baseline content. Each baseline 
content element has an association to a daily task but has no 
impact on the company state. This experiment has the same 
number of content objects per modality and the same number 
of examples at predefined levels of pristineness per modality. 
In general, other content items that do affect the user’s 
company state are also included in an overall experiment. 
Once the admin has selected a set of content items, a 
template taskset can be configured and be instantiated for 
specific users by choosing a user from the list of available 
system users and adding them to the experiment. This 
process replicates content items for that particular user, 

filling in details such as name and email. (Note – the list 
selection UI is not shown for brevity.) 

To make tasksets applicable for a training game, tailored 
content can be included in a taskset. Each tailored content 
element has an association to a daily task but can impact the 
company state in a predefined way. For example, if a 
fictional game character Jo sends Lee a post with a link to 
purchase wood and Lee trusts the post (which is in effect 
clicking on the link), then Lee’s company has purchased the 
wood, generating a financial transaction in the economic 
simulation module. If Jo is from a trusted source, then a 
second transaction will be generated to transfer the wood to 
Lee’s company. If Jo is an untrusted source (as determined 
by the pristineness of the post), then Lee was scammed and 
no wood will be delivered to Lee’s company. 

In both cases, all transactions are displayed to Lee as part 
of the Performance Feedback module (Figure 1), providing 
information about whether or not to trust Jo’s company (and 
other companies with similar trust cues) in the future.  Figure 
8 shows an example social network post (top), market 
transactions (left), and performance feedback module output 
(right) where Jo’s company was not trustworthy but Lee 
thought it was. Since Lee thought the post was trustworthy, 
the feedback module highlights the trust cues that should 
have prompted further examination and provides some story 
information about the results of the incorrect decision. 

More sophisticated training will allow content branching 
and automated daily tasks that conform to which branch is 
taken. For example, if Lee gets a post from Sam 
(@zxcvzxcvads) as in Figure 5 and chooses to follow him, 
then if it is a scam, more posts from @zxcvzxcvads will 
follow with daily activities. If Lee is suspicious of the post 
and chooses not to follow @zxcvzxcvads, the training 
experiment branches to a different set of tasks to challenge 
Lee. 

IV. DISCUSSION AND CONCLUSION 

This paper discusses the development of a simulation 
environment for a role game in which users are charged with 
determining the suspiciousness of content delivered to them 
throughout the game in the form of emails, social networking 
posts, and browser information. The game is unique in that it 
seeks to combine data collection for understanding levels of 
suspicion across multiple formats into a client-side 
application. The simulation environment is novel in that it 
incorporates an underlying event tracking systems, allows for 
dynamic content generation, and facilitates customizing 
experiments for directed training of an individual given 
results from prior game play. 

 



 

Figure 8. Tailored Content Example 

 
Initial beta tests have provided insight into 

streamlining game controls and building more complexity 
into the storyline. Given that these tests were performed by 
computer science students and professionals who were 
tasked with basic testing, the data collected regarding 
suspicion levels of the participants was discarded after it 
was shown to be accurately recorded. The first pilot study 
is underway and will be followed with a full study of 80 
participants across both assessment and training phases. 
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